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1 Why route descriptions need more than place names

Route descriptions are not coordinate lists.

GPS gives coordinates; words give meaning. A natural-language itinerary encodes
how a route is followed — yet classical geoparsing extracts only the toponyms,
missing the nominal spatial entities (NOE): the common spatial nouns that carry
most of the navigation signal. We model this full spatial language to reconstruct
routes from text.

A full route — with no place names

Turn left at the stone bridge.

After the bridge, continue towards the church.

At the junction, follow the path along the river.

Toponyms locate the route; nominal spatial entities explain how it is
followed on the ground.

Annotated map: a route’s named and nominal entities

Named entities (NE) Nominal spatial entities (NOE) GPS track

A real route description — every named (NE) and nominal (NOE) entity along the walked GPS track.

2 A two-level annotation scheme and label distribution

Each sentence is annotated at two levels. Level 1
marks the atomic spatial language: named places (NE),
nominal landmarks (NOE), nested named entities (NNE),
motion verbs (ACTION), spatial relations (OFFSET),
distances (MEASURE) and non-spatial content (MISC).
Level 2 reads these as route functions — movement
(GEOMOTION), environment (GEODESC) and visual
cues (GEOVISION). Spans nest and overlap (one land-
mark, several roles), so extraction is span-based, not token
tagging.

Two-level annotation schema
Level 2: Semantic functions

Motion instruction Environmental descriptionShared
landmark span

Turn left at the stone bridge that crosses the narrow river.

Turn
ACTION

OFFSET

left
OFFSET

at
OFFSET

the stone bridge
NOMINAL ENTITY

crosses
OFFSET

the narrow river
NOMINAL ENTITY

Level 1: Fine-grained Semantic Entities

Level 1 extracts evidence; Level 2 interprets route function. Overlaps are expected, not errors.

Annotation label frequencies

OFFSET 9 247
NOE 8 342

ACTION 6 893
GEOMOTION 5 072

NE 2 706
MISC 1 956
NNE 1 642

GEODESC 1 557
MEASURE 719

GEOVISION 255

Level 1 entities and Level 2 functions; counts are spans

3 A gold-standard reference corpus (hybrid human-in-the-loop)

Route descriptions lack an annotated reference corpus. We
build one from hiking texts scraped from the web: a model
bootstraps the labels, experts correct them, and retraining
iterates. Synthetic negatives separate spatial uses (follow the
path) from non-spatial ones (follow the rules).

Active-learning loop  (×3)

Visorando
hiking descriptions

2,948
natural sentences

GPT-OSS
synthetic negatives

738
negatives

Combined corpus
3,686 sentences

GLiNER
zero-shot

Argilla
human correction

Train / Dev / Test
81 / 9 / 10pre-annotate

re-train

4 Corpus evidence: NOE dominate the spatial signal

A natural-language route description is spatial discourse — it weaves actions, landmarks and relations,
rarely a place name alone. Most landmarks are nominal spatial entities (NOE) — path, bridge,
church — the spatial common nouns that carry most of the navigation signal, beyond any gazetteer.
Three NOE cases must be handled:

type-of-toponym geocodable through a name — the church of Saint-Martin

anchored geocodable through context — the village, this street

non-geocodable no gazetteer entry — the old stone wall, a renovated house

Named place references vs. nominal landmarks

8,342 NOE
ordinary landmarks — 75.5%

2,706 NE
named places — 24.5%

NE NOE

NOE are 3.1× more frequent than NE.

From our gold-standard French hiking corpus:

4,169 sentences · 38,389 annotated spans.

5 Model: a hierarchy-aware span extractor

Label names (two levels)

ACTION NOE OFFSET

GEOMOTION GEODESC

L1

L2

Input sentence

Turn left at the old bridge

CamemBERTaV2 + BiLSTM encoder
shared bidirectional contextual encoder

contextual token & span representations

FFN → label embeddings EL1, EL2 Span layer → span embeddings vs

Level-1 score pL1 = σ⟨vs, EL1⟩

dot-product · σ

Level-2 score pL2 = σ⟨venh, EL2⟩

dot-product · σ

⟨vs, E⟩

inject pL1

venh = vs +W pL1

6 Results: stronger hierarchy than GLiNER
Strict held-out evaluation (417 sentences,

exact-span match, threshold 0.5). The base-
line is GLiNER fine-tuned on the same
corpus — a strong flat span tagger, without
the explicit Level-1→Level-2 conditioning of
our model.

Our model wins F1 on 7 of 10 labels and
both micro averages; the hierarchical
Level-2 gain is +1.7 (led by
GEOMOTION, +2.3). The fine-tuned
GLiNER leads only on NE — flat
named-entity recognition, where no hierarchy
is needed — and on the two lowest-support
labels (MEASURE, GEOVISION).

Beyond toponyms:
nominal landmarks are
what make a route
reconstructable.

Ours GLiNER

(%) P R F1 P R F1

Level 1 micro 92.9 90.7 91.8 90.6 92.6 91.6

Level 2 micro 75.5 81.8 78.5 74.4 79.5 76.8

Level-1 entities

OFFSET 91.1 93.0 92.0 88.9 93.4 91.1

NOE 92.3 91.5 91.9 90.9 92.7 91.8

ACTION 97.4 97.6 97.5 96.4 97.1 96.8

NE 94.2 67.9 78.9 92.3 90.2 91.2

MISC 95.0 84.4 89.4 78.4 82.8 80.5

NNE 86.8 87.9 87.3 86.4 84.9 85.6

MEASURE 89.9 89.9 89.9 92.1 88.6 90.3

Level-2 functions

GEOMOTION 77.5 84.8 81.0 74.8 83.0 78.7

GEODESC 74.4 75.8 75.1 77.4 72.0 74.6

GEOVISION 53.7 64.7 58.7 56.8 61.8 59.2


